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Forget CPUs and GPUs. As Jeremy Laird 
explains, the PC’s future is all about more 
bandwidth, for everything from storage to 

memory and even display interfaces.

If the rumours and roadmaps are to be 
believed, the PC is about to enter a new 
golden age of innovation. Intel and 
AMD are prepping epic new processors, 
while Nvidia and AMD are tooling up 
to recalibrate expectations when it 
comes to generational performance 
increases with their next graphics 
cards. It’s going to be explosive.

Yet there’s so much more to the PC 
than just CPUs and GPUs. The PC 
platform itself and the peripheral 
technologies around it are just as 
important. Imagine storage tech hadn’t 
advanced in the last 20 years. Or 

memory speeds. Or platform 
interlinks. Good luck gaming at 4K and 
144Hz with that fancy GPU running 
over an AGP interface, your DDR 
memory chugging along at 100MHz, 
an 80GB magnetic HDD that cranks 
out less than 1MB/s of random access 
performance, and a video connector 
that tops out at 1080p and 60Hz.

You get the idea. The next few years 
are undeniably going to be exciting 
when it comes to those two headline-
grabbing components, the CPU and the 
GPU, but there’s plenty more going on 
with the PC….

GOING  
BIG ON 
BANDWIDTH
THE FUTURE OF THE PC PLATFORM
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If the PC is ultimately a platform, let’s 
start with the foundation to it all, the 
motherboard and motherboard chipsets. 
On the AMD side of the equation, we now 
have a pretty clear idea of what’s coming 
next. CPU-wise, that’s the Zen 4 
architecture as found in the new Ryzen 
7000 CPUs. Those new CPUs will slot into 
a new AM5 socket, which should be 
available to buy by the end of this year. 
Yes, the AM4 socket introduced six years 
ago is finally being replaced.

The good news is that not only does 
AM5 bring a new tranche of features and 
capabilities but, going on past AMD form, 
it should stick around for some time. 
Inevitably, there will be a cost penalty of 
being an early adopter of AM5 tech, but 
the expected longevity of the socket 
should allow for tasty upgrade 
opportunities down the road. And when 
we say upgrade opportunities, we’re not 
just talking about the CPU. AM5 and the 
new chipset that comes with it lay the 
foundations for numerous platform 
upgrades.

Starting with the socket itself, AMD is 
finally making the move from the AM4 
PGA or pin-grid array to LGA land-grid 
array. In simple terms, the pins move 
from the CPU to the socket, while the CPU 
itself is then fitted out with an array of 
contact pads. There are pros and cons to 
both systems. Arguably, the pins on a PGA 
CPU are easier to straighten than 
damaged pins in an LGA socket. On the 
other hand, a bust motherboard is likely 
cheaper to replace than a bent high-
end CPU.

Whatever, AMD’s new AM5 socket, also 
known as LGA1718 for the number of pins 
found within, certainly breaks backward 
compatibility with all previous AMD 
CPUs. But that is the price of progress and 
AM5 delivers plenty of that. First up, AM5 
and Ryzen 7000 bring support for the 

latest Gen 5 version of PCI Express. The 
socket itself has 16 PCIe 5 lanes for the 
graphics card and getting on for 64GB/s of 
bandwidth to the CPU just for graphics. 
There are also two dedicated four-lane 
PCIe 5 direct-to-CPU interfaces for 
connecting storage, providing up to 
16GB/s of theoretical SSD bandwidth.

By way of comparison, the AM4 
platform provided 24 lanes of PCIe Gen 4 
direct to the CPU, including the chipset 
downlink, so AM5 has double the 
bandwidth across the board. Also 
hooking directly into the AM5 CPU socket 
is a PCIe Gen 4 quad-lane interface that 
provides 8GB/s of bandwidth for the 
ASMedia USB 4 controller. USB-wise, 
there are further dedicated direct-to-CPU 
USB interfaces, one USB 3.2 Gen 2 10Gb/s 
Type-C with support for DisplayPort 2.0 
UHBR10 Alt Mode, a single USB 3.2 Gen 2 
10Gb/s Type-A with BIOS flash support, 
and three USB 2.0 USB-A connections.

Speaking of display interfaces, all-new 

Ryzen 7000 CPUs will have integrated 
graphics, much like Intel’s desktop CPUs 
have had for years. So, AM5 and Ryzen 
7000 are fitted with the very latest display 
connections, including support for 
both the aforementioned maximum spec 
DisplayPort 2.0 with UHBR10 support and 
HDMI 2.1 FRL. You can read more about 
what those display interfaces enable in 
the boxout on page 71, but suffice to say, if 
you want really high resolutions, as well 
as nose-bleed-inducing refresh rates with 
HDR enabled, you’re going to want some 
DisplayPort 2.0 action.

Oh, and there’s the minor matter of 
DDR5 memory support. Well, not just 
support but rather compulsory use 
thereof. Unlike Intel, AMD tends not to 
offer support for multiple memory types 
on the same platform, so DDR5-only it is 
for AM5. Which is more than fine. 
Admittedly, DDR5 has been pricey thus 
far, but costs are now coming down and by 
the time AM5 becomes a mainstream 
option, DDR5 could actually be cheaper 
than DDR4 while offering much more 
performance. For now, it’s not clear how 
high AM5 and Ryzen 7000 will go at 
launch in terms of DDR5 memory speed 
support.

It’s also worth noting that AMD has 
increased the socket TDP power rating 
from 105W with AM4 to fully 170W for 
AM5, which is a hefty bump and will allow 
for some very powerful future CPUs. If 
that’s the AM5 socket-related features 
covered, what about the chipset? Here, 
AMD is also going outside the box with a 
novel dual-chip arrangement on its  
high-end chipsets for the new Ryzen 7000 
CPU family. 

In simple terms, what AMD is doing is 
producing a single new motherboard chip 
for its new 600 series chipsets, known as 
PROM21. For the entry-level B650 chipset, 
a single PROM21 chip is used. But for the 
premium X670 and X670 Extreme 
chipsets, you get a pair of PROM21 chips 

Intel has already given its PC 
platform a major overhaul with the 
12th Gen Alder Lake CPU family 
and 600 series chipset.

AMD’s Zen 4 Ryzen 
7000 CPU will bring a 
plethora of platform 
upgrades for AMD 
fans.
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daisy-chained together. It’s a novel 
solution and will save significant cost 
compared to tooling up multiple 
motherboard chips with different feature 
sets. Each chip is also smaller and built on 
a more advanced process than those of 
AMD’s 500 series chipsets. So, they use 
less power, around 7W per chip, and can 
be run with passive cooling, which 
again will make for cheaper and more 
reliable motherboards.

As for the specs of each PROM21 chip, 
that starts with the PCIe 4.0 x4 uplink to 
the CPU and two PCIe 4.0 x4 downlink 

DDR4 VERSUS DDR5
IS FASTER MEMORY WORTH THE WALLET WALLOP?
If money’s no object, faster memory is always nice. But money is an 
object and DDR5 memory has proven particularly pricey. Blame the 
pandemic or any of a number of freak geopolitical events over the 
past few years, but it does beg the question of whether DDR5 is 
worth the wallet pain.

It’s a particularly pertinent question with Intel’s 12th Gen Alder 
Lake CPUs. How so? Well, Alder Lake rather handily supports both 
DDR4 and DDR5, so the new memory standard isn’t compulsory, as 
it will be with AMD’s new AM5 socket and Ryzen 7000 CPUs later 
this year. For now and with Alder Lake, DDR5 therefore really has to 
deliver. Otherwise, why would you pay more? After all, 
Intel has a poor track record for maintaining long-term 
socket compatibility. So, it’s unlikely if you invest 
heavily now in Alder Lake and DDR5 you’ll be all set for 
dropping in a new CPU two or three generations down 
the line. Indeed, we’re expecting Intel to break socket 
compatibility next year with the 14th Gen Meteor Lake 
processor family.

Alder Lake officially supports DDR4-3200 and DDR5-
4800. That looks like a fairly big gap in terms of headline 
memory speed from the DDR5 option. What’s more, in 
terms of raw bandwidth, DDR5-4800 delivers around 
56GB/s, well over 10GB/s more than the DDR4 option. But 
in actual real-world applications, the benefits aren’t always so 
obvious. In games, all that extra bandwidth doesn’t really translate 
into better frame rates. In productivity apps such as Photoshop, a 

five percent boost in performance is about as good as you can 
expect, while the odd outlier such as Zip compression sees the full 
force of the bandwidth pay off and a performance boost of about 20 
percent.

All of this means DDR5 hasn’t been too appealing paired with 
Intel’s Alder Lake CPUs. As for being forced to go with DDR5 when 
AMD’s next-gen platform arrives later this year, the good news is 
that DDR5 prices are beginning to fall. And as DDR5 moves from 
early adopter status to mainstream, it will eventually transition to 
being cheaper than DDR4, thanks to economies of scale. That won’t 
happen in time for the launch of Ryzen 7000, but it shouldn’t be too 
painful to spec up a next-gen AMD rig with a decent amount of 
DDR5 memory.

Does DDR5 deliver in real-world apps?

controllers, for a maximum of eight PCIe 
4.0 lanes. It also includes a quartet of PCIe 
3.0 x1 lanes to enable the four SATA 6Gb/s 
ports, six USB 3.2 Gen 2 10Gb/s ports, two 
of which can optionally be fused into a 
single 20Gb/s port, plus another six USB 
2.0 ports. Incidentally, regarding the 
PCIe-powered SATA ports, the 
motherboard maker can choose whether 
to hand some of those lanes over for 
additional USB bandwidth.

That’s a single PROM21 chip and 
therefore that’s what you get with the 
B650 motherboard chipset. The X670 and 

X670 Extreme run a pair of PROM21 chips, 
so you get double the USB and SATA 
connectivity. If you’re wondering what 
the difference between the X670 and 
X670 Extreme will be, well, the Extreme 
model gets PCIe Gen 5 for both graphics 
and storage, while the plain X670 will be a 
case of either-or. It’s a slightly artificial 
distinction, but regressing to PCIe Gen 4 
for the graphics, for instance, will likely 
have zero impact on gaming performance 
but will make for a slightly cheaper board. 
At the same time, maximising PCIe 
bandwidth for your primary storage 
device does make sense. All of this means 
the main appeal of the X670 Extreme will 
be future-proofing for the day when a 
16-lane PCIe Gen 5 graphics link might 
just make a difference to gaming frame 
rates.

And so to Intel. The near future from 
Intel in terms of platforms isn’t quite as 
exciting as that of AMD. Actually, there’s 
a good reason for that. Intel has recently 
had its own major desktop overhaul 
courtesy of the Alder Lake CPU family 
and Intel’s 600 series chipsets. We’re still 
expecting a revised CPU family, Raptor 
Lake, later this year, and 700 series 
chipsets to go with it. But it won’t be the 
revolution in platform terms that Ryzen 
7000, AM5, and AMD’s 600 chipsets will 
represent for the opposition.

For starters, Raptor Lake will stick with 
Intel’s existing V0 or LGA1700 socket, 
albeit the fine detail in that area is a little 

Expect to see AMD follow 
Intel with an LGA socket 

solution just like Intel Alder 
Lake.

©
 in

te
l, 

ad
at

a



70

LABS

more complicated. LGA 1700 as used by 
Alder Lake is a 1,800-pin socket but 
the Alder Lake CPUs only have 1,700 
contact pads. For Raptor Lake, it’s 
expected that all 1,800 pins in the V0 
socket will be connected. It’s quite clever, 
really, and will allow the 1,800-pin 
Raptor Lake to be backward compatible 
with existing 1,700-pin motherboards 
while increasing pin-out. That said, we 
don’t want to give Intel too much credit 
for maintaining backward compatibility 
for a single generation. It’s the least it 
can do to ensure some kind of upgrade 
path for existing Alder Lake 
motherboards.

But can you expect any platform 
upgrades from Raptor Lake and its 700 
series chipset? In terms of memory, Intel 
will increase DDR5 native support from 
DDR5-4800 to DDR5-5600, which will 
provide a reasonable bump in terms of 

memory bandwidth. Our understanding 
is that the Intel 700 series chipset silicon 
is essentially carried over from the 600 
series. However, there might still be 
some unlocking of what you might call 
hidden features. The latest, admittedly 
unofficial, information from Intel 
indicates that the number of chipset PCIe 
Gen 3 lanes will be reduced from 16 to 
eight, but the PCIe Gen 4 lane count will 
go up from 12 to 20. The 700 series is also 
expected to get one additional USB 3.2 
20Gb/s port for a grand total of five.

Of course, what we’d really like to see 
is a tweak to the CPU socket connectivity 
for Raptor Lake. While Alder Lake along 
with the LGA1700 socket and the 600 

series chipset was first to market with 
PCIe Gen 5, that was limited to the 
16-lane graphics link, an arguably 
redundant feature given there are no 
PCIe 5.0 graphics cards. Meanwhile, the 
dedicated M.2 storage interface for the 
CPU socket was a quad-lane PCIe 4.0 link. 

HERTZ SO GOOD
MORE BANDWIDTH FOR YOUR MONITOR.
The DisplayPort 2.0 spec was unveiled by VESA in 2019, but it’s 
only now that the first devices are being certified, in part thanks to 
ye olde pandemic. The big news with DisplayPort 2.0 is more 
bandwidth. By a very long way. That means support for higher 
resolution monitors and higher refresh rates, and less need to use 
compression or lower colour depth.

The existing DisplayPort 1.4 interface tops out at 32.4Gb/s of raw 
bandwidth. But only 25.92Gb/s is usable for image data. With the 
2.0 spec, that leaps to a headline figure of 80Gb/s. What’s more, 
the DP 2.0 overhead is much lower thanks to moving from relatively 
inefficient 8/10b encoding with 20 percent overhead to 128/132b 
encoding with just three percent overhead. So, 77.4Gb/s of that 
80Gb/s spec is actually usable and you get three times as much 
bandwidth as DP 1.4. Nice.

The full speed spec is also known as DP 2.0 UHBR 20, which 
stands for Ultra High Bitrate and 20Gb/s per lane, making 80Gb/s 
total with a maximum of four display lanes. There are also UHBR 10 
and UHBR 13.5 versions with corresponding bitrates 
per lane. 

In terms of a single monitor, DP 2.0 goes all the 
way to 15,360x8,460 pixels with HDR at 60Hz and 
30 bits of colour per pixel, albeit using Display 
Stream Compression 1.2a, which VESA claims is 
entirely lossless. In theory, that makes it visually 
indistinguishable from a non-compressed image. As 
for the highest resolution support without DSC, 
that’s 10,240x4,320 at 60Hz without HDR at 80Hz 
and up to 24bpp. 

Of course, as well as more pixels, that bandwidth 
can be used to support higher refresh rates. If, for 
example, 4K at 240Hz is your bag, you’re going to 
want some DisplayPort 2.0 action. The snag, as ever, 
is that you’re also going to need new hardware. No 
surprise, that means a new GPU. We’re expecting 
both AMD’s upcoming Radeon RX 7000 series GPUs 
and Nvidia’s RTX 4000 series to support DisplayPort 2.0. Funnily 
enough, however, it will likely be Intel’s upcoming Arc graphics 
cards that will be the first to offer DP 2.0 support. But we’ve got a 
feeling you won’t want to touch those with an EM-shielded, 
fireproof, 10-foot stunt cable, as they are shaping up to be very 

disappointing by all accounts.
If that’s a story for another day, what you might not have 

bargained for with DisplayPort 2.0 is a special cable. To achieve the 
full 80Gb/s, DP 2.0 requires an active cable to boost the signal. 
Fortunately, our understanding is that monitors that require an 
80Gb/s link will have a tethered cable or a cable built into the 
display. So, you probably won’t have to pay for it separately. It’s also 
not clear if 80Gb/s support will be on all DP 2.0-compatible 
graphics cards or if it will be a premium feature. We’ll keep our 
scanners peeled and report back when details are firmed up, but 
our hunch is that the 80Gb/s interface won’t be on all graphics 
cards.

Meanwhile, if you’re wondering about HDMI, for now, there’s no 
news on any updates over the existing 2.1 specifications. 
DisplayPort 2.0, therefore, will be the weapon of choice for really 
high-res and high refresh rate computing.

DisplayPort 2.0 will enable future uber-res and refresh rate monitors.

Crucial is working with AMD 
to have PCIe 5.0 SSDs ready 
for Ryzen 7000’s launch 
later this year.
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Not bad, but not PCIe 5. To be clear, you 
can run a PCIe 5.0 SSD with Alder Lake. 
But to do so, you need to use an add-in 
PCIe card and cut the x16 main graphics 
link in half to provide access to some 
PCIe 5.0 lanes. The CPU itself only has 
those 16 lanes.

The big question, therefore, is whether 
Raptor Lake will upgrade the direct-to-
CPU M.2 interface to Gen 5 spec just as 
Ryzen 7000, AM5, and AMD’s 600 series 
chipset will deliver. We were hopeful that 
those additional 100 pads on the bottom 
of Raptor Lake CPUs were being added at 
least in part to do just that. 
Unfortunately, just as we go to press, a 
leaked internal presentation from Intel 
shows that the PCIe spec for the Raptor 
Lake CPU itself is not changing. 

If it does not happen for Raptor this 
year, then it’s pretty much a nailed-on 
certainty that native PCIe 5.0 storage 
from Intel will arrive next year with the 
Meteor Lake CPU family and 800 series 
chipsets. As for what else will arrive with 
Meteor Lake in platform capabilities, 
there’s little to no information available. 
But we’d expect even more by way of 
DDR5 speeds, more USB connectivity, and 
hopefully a faster link between the CPU 
itself and the chipset. One other issue to 
be aware of with Meteor Lake is that, in 
typical Intel style, it’s expected to break 
socket compatibility and introduce a new 
LGA1851 platform. So, Raptor Lake will 
be the only upgrade path for existing 
Alder Lake-based rigs.

Of course, all of these fancy new 
motherboard features aren’t much good 
unless there are devices to plug into 
them. Here we are primarily thinking of 
storage and, more specifically, the arrival 
of PCIe Gen 5 SSDs. A little earlier this 
year, AMD said that it was working with 
several key players in the storage 
industry to make sure that the Ryzen 
7000 family of CPUs launched alongside 
SSDs with next-gen PCIe 5.0 interfaces.

AMD reckons that Crucial and parent 
company Micron will have a PCIe 5.0 
drive ready for the Ryzen 7000 launch, 
which is intriguing given that Crucial 
hasn’t historically been quick to support 
new PCIe standards. AMD says Gigabyte, 
MSI, Corsair, and many others will follow 
shortly thereafter. As for what kind of 
performance you can expect from PCIe 
5.0 SSDs, well, the new protocol allows 
for a theoretical doubling of performance 
up to 16GB/s. As ever, protocol overheads 
reduce that in practice.

With PCIe 4.0, the fastest drives 
manage around 7.3GB/s peak sequential 
performance compared to a maximum 
theoretical speed of 8GB/s. Early 
performance figures from SSD makers, 
including Adata, previewing future PCIe 
5.0 models indicate that first-generation 
PCIe 5.0 SSD read speeds will top out at 
around 14GB/s, with writes nearer 

12GB/s. That is serious, face-melting 
storage performance.

The slight snag is that the increased 
PCIe bandwidth will do nothing to 
improve the current Achilles heel of 
flash-based SSD performance, namely 4K 
IOPs (or input-output) performance. 
That’s limited by the inherent 
characteristics of flash memory and the 
capability of existing SSD controller 
chipsets. The 4K random access 
performance of even the fastest flash 
SSDs is measured in a few hundred MB/s 
rather than GB/s. However, when new 
SSD controller chipsets have delivered 
support for the latest PCIe standard in 
the past, IOPs performance has tended to 
take a step forward, too. So, here’s 
hoping for a particularly big one when 
PCIe 5.0 SSDs arrive later this year.

Speaking of improving storage IOPs 
performance, something we’re hoping 
will make an impact even with existing 
SSDs in the near future is DirectStorage 
from Microsoft. It’s been available on 
Microsoft’s Xbox games consoles since 
the launch of the latest Series S and X 
models. Strictly speaking, it was released 
for the PC in March this year and so is 
already available. But its roll-out has 
been limited so far for PC gaming. 

Anyway, the existing issue for games 
in terms of storage performance involves 
that perennial IOPs problem. In order to 
efficiently load only the data actually 
required for a given game level, such as 
textures and models, rather than just 
loading everything available in one big 
chunk, the data is broken up into lots of 
tiny packets. This reduces the amount 

of data that’s loaded into the GPU’s 
memory buffers but increases the IOPs 
load on the SSD.

The Windows OS storage API isn’t 
terribly well optimised for getting the 
most out of the latest NVMe SSDs when it 
comes to high IOPs workloads. The 
existing API incurs numerous extra 
steps between an application making an 
IO request and the request being fulfilled 
by the storage device, resulting in 
unnecessary request overhead. However, 
these steps aren’t required for every IO 
request on every NVMe drive on every 
gaming machine. With a supported 
NVMe drive and a properly configured 
gaming machine, DirectStorage will be 
able to detect up front where these extra 
steps are not required.

Microsoft says DirectStorage will also 
reduce per-request NVMe overhead and 
enable batched many-at-a-time parallel 
IO requests, which can be efficiently fed 
to the GPU, and give games finer grain 
control over when they get notified of IO 
request completion instead of having to 
react to every tiny IO completion. Exactly 
how much impact this will actually have 
on load times, however, isn’t yet clear.

At this year’s Games Developer 
Conference (GDC), the developer of the 
upcoming action role-playing game 
Forspoken, Luminous Productions, 
claimed that DirectStorage would allow 
game level loads as fast as one second. 
During the event, the quickest game 
level load time it demoed was 1.7 seconds, 
while the same level loaded in around 2.5 
seconds running on the standard 
Windows storage API. So, the benefits 

Intel already has PCIe 5 support, but lacks a dedicated PCIe 5.0 link for storage.
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aren’t as yet hugely dramatic. But we 
suspect that once game devs really get 
their heads around DirectStorage, 
lengthy game-load times will be a thing 
of the past.

All told, then, the big story for the PC 
over the next few years is going to be 
bandwidth. Everything from storage to 
the CPU socket and display connectors is 
going to be bursting with the stuff. And 
that is rather handy. Remember those 
hot new CPUs and GPUs we mentioned 
right back at the beginning? Those 
puppies are going to take some serious 
feeding. Happily, the PC platform should 
be well up to the task. 

USB 4 AND SO MUCH MORE
AT LAST, A NAMING SCHEME MERE MORTALS CAN UNDERSTAND.
Increasing the features and bandwidth on offer from the 
fantastically successful and useful USB, or Universal Serial Bus,  
interface is always welcome. But for the love of everything that’s 
holy, USB’s nomenclature needs an overhaul, too. How on Earth 
anyone thought names like “USB 3.2 Gen 2x2” are a good idea for a 
consumer-focused connector is a complete mystery. Indeed, why 
anyone thought changing the name of USB 3.1, which was fairly 
comprehensible, to “USB 3.2 Gen 2” was an improvement is even 
more baffling.

Enter, thank goodness, USB 4, an opportunity to not only 
increase speed and features but also sort out the idiotic branding. 
For starters, USB 4 doubles maximum throughput to 40Gb/s. It also 
simplifies the naming scheme. There will be two versions of USB 4, 
known as USB 4 20 and USB 4 40, the final numeral indicating the 
peak bandwidth on offer in Gb/s. Both versions will use the existing 
USB-C physical connector.

What’s more, in an uncharacteristically magnanimous move, Intel 
essentially handed over all its work on Thunderbolt 3 to the USB 
Promoter Group, the industry body that defines the USB interface. 
Long story short, USB 4 incorporates full Thunderbolt 3 
functionality and support, and does so without the need to pay any 
royalties to Intel. 
 

Along with the introduction of USB 4, another imminent 
USB-related upgrade involves the USB Type-C physical interface 
specifically. Existing USB-C interfaces are capable of power delivery 
in parallel to the data connection. The most obvious upside is the 
ability to connect a laptop to a monitor and have the former charge 
the latter while the latter drives the image on the former. Once 
you’ve gone USB-C with your laptop, you’ll never want to go back to 
a multi-cable solution. It’s just so slick.

Currently, USB-C power delivery maxes out at 100W. That’s fine 
for a thin and light, and just maybe for some mid-tier performance 
laptops. But it’s not nearly enough for a beefy gaming laptop with a 
multicore CPU and a phat GPU. Happily, USB Type-C revision 2.1 
fixes that. It ups power delivery support to fully 240W, which should 
be enough for all but the biggest portable gaming bricks.

There are, however, a couple of catches. Firstly, that 240W spec 
requires a special cable known as the Extended Power Range cable. 
These cables will have an identifying emarker and be clearly 
marked as 50V and 5A capable. So, you won’t be able to use any 
old USB-C cable, which is a pity. The other snag is that 240W is a 
big old power requirement and it won’t be cheap or simple to 
integrate that into a monitor. Our expectation is that 240W-capable 
monitors will be both scarce and very expensive.

LEFT: AMD is bringing 
DDR5 support to the 
new Ryzen 7000 CPU 
family later this year.

BELOW: Intel’s 
imminent Arc GPUs are 
likely to be the first to 
support the new 
DisplayPort 2.0 
interface. Just don’t 
mention the frame 
rates…


